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Summary:

This course introduces students from various academic backgrounds to the fundamental concepts and tools of Data Science. Students will have the chance to develop the ability to analyze, interpret, and visualize data. This is especially important for data-driven decisions in their respective fields. No prior programming or Computer Science experience is required.

Course Outcomes:

Upon successful completion of this course, students will be able to:
· Understand and explain the importance and impact of Data Science in various fields (Knowledge).
· Apply basic programming concepts using Python (Application).
· Analyze and interpret data using Data Science libraries in Python (Analysis).
· Create meaningful data visualizations to communicate data-driven insights (Synthesis).
· Utilize basic statistical methods for data analysis (Application).
· Develop and evaluate simple machine learning models (Evaluation).
· Conduct a Data Science project from data collection to presentation of findings (Synthesis).

Times & Locations:

Lecture will be held twice a week for 1 hour, 15 minutes; and can be offered in a variety of modalities, such as in-person, online live, hybrid, and fully online.
Office hours will be held once a week.

Course Policies

· Regular attendance at the in-person class is strongly encouraged. Much of the learning happens during class discussions and group activities.
· Students are expected to complete the online components each week, usually via Canvas. These will reinforce the topics covered in the in-person class and provide additional practice.
· All assignments must be submitted by the due date. Late submissions will be penalized unless there is a valid reason.
· Plagiarism and cheating are serious offenses and will be dealt with according to the university's academic integrity policy. While tools like ChatGPT can be helpful for learning and understanding concepts, it's important for your learning journey that you write your own code for assignments, ensuring you fully grasp and apply the skills being taught.
· Active participation in class discussions and activities is expected. Respect for the ideas and opinions of others is a must.
· All course-related communication will be done via email and Canvas. Students are expected to check it regularly for updates. I like sending out announcements to make sure everyone is on the same page.

Assignments

This course will include graded quizzes on Canvas, graded discussions, and graded assignments such as midterm and final projects. These components are designed to assess your understanding and application of the course material. The focus is on practical application and active learning, rather than traditional examinations.

Schedule of Topics

	Week
	Topics

	Week 1
	· Getting Started
· Meet Your Professor
· Policies, Guidelines, Expectations, and Assignments
· Setting Up a Gmail and Google Drive Accounts

	Week 2
	· Overview of data science
· Importance and applications of data science
· Introduction to the data science process

	Week 3
	· Basics of Python: Variables, data types, operators
· Control structures: Conditionals and loops
· Lists

	Week 4
	· Lists and Dictionaries
· Introduction to Pandas

	Week 5
	· Reading and writing data with Pandas
· Introduction to Descriptive statistics
· Data cleaning and preprocessing

	Week 6
	· Data Visualization with Plotly
· Examples of effective and ineffective data visualizations
· Data Visualization for a real-world dataset on Biscayne Bay Water Quality

	Week 7
	· Midterm Exam 
· Normal Distribution

	Week 8
	· Spring Break

	Week 9
	· Standard Normal Distribution

	Week 10
	· Hypothesis testing

	Week 11
	· Introduction to Machine Learning (ML)

	Week 12
	· Large Language Models (LLM) (e.g. ChatGPT)
· Introduction to Natural Language Processing (NLP)

	Week 13
	· Privacy and data security

	Week 14
	· What's Next in Data Science?

	Week 15
	· Class Project Presentations

	Week 16
	· Class Project Presentations



Performance Measures for Evaluation

All assignments are assigned through the Canvas course site. The deadlines are strictly enforced. For example, if the deadline is 11:59 PM, any assignment submitted after this time is considered late. It is also each student’s responsibility to submit correct files and ensure the submission is successful before the deadline. If students are unable to submit their assignment through Canvas, they will need to send a copy of their assignment to the instructor before the stated deadline. Exam details will be posted on the Canvas course site (https://canvas.fiu.edu). *Professors can modify the weight distribution, number of assignments, grade distribution table and rubrics at their own discretion.

Grading Policies

Grades in this course will be determined by your performance in four key areas:
· Quizzes (20%): Regular quizzes on Canvas to evaluate understanding of course material. These quizzes will be an essential part of the continuous assessment, contributing to 20% of the final grade.
· Discussions (20%): Active participation in both in-class and online discussions is critical. This engagement, reflecting comprehension and involvement in the course topics, will form 20% of the overall grade.
· Exam (20%): A comprehensive midterm exam, designed to test the knowledge and skills gained in the first half of the course. This exam will account for 20% of the final grade.
· Class Project (40%): The class project, due towards the end of the course, will be a comprehensive task encompassing the full range of skills and knowledge acquired. This project is a significant component, making up 40% of the final grade.

Letter Grade Distribution Table

	Letter
	Range %
	Letter
	Range %
	Letter
	Range %

	A
	93 or above
	B
	72 - 78.9
	C
	51 - 57.9

	A-
	86 - 92.9
	B-
	65 - 71.9
	D
	45 - 50.9

	B+
	79 - 85.9
	C+
	58 - 64.9
	F
	less than 45



Assessment Plan for the Course & how Data in the Course are used to assess Program Outcomes

	Student and Instructor Course Outcome Surveys are administered at the conclusion of each offering, and are evaluated as described in the School’s Assessment Plan:
https://abet.cs.fiu.edu/csassessment/



Sample Assignment 1 - Discussion #1: Ethical and Privacy Considerations in AI

AI technologies like ChatGPT, Google Bard, and Midjourney have revolutionized industries but come with ethical and privacy concerns. Ethical issues include bias and fairness in AI decision-making, transparency in how AI works, and accountability for AI-generated actions. Privacy concerns revolve around data security, informed consent, and user privacy.
To mitigate these risks, best practices include regular audits, diverse development teams, regulatory compliance (e.g., GDPR), and adopting ethical frameworks. The goal is to ensure AI is used responsibly, maintaining trust and fairness in its applications.
Overview
· Objective: Analyze a real-world AI ethics/privacy issue from a recent (past 9 months) news article.
· Tasks:
1. Summarize the case (article title, date, issue, involved parties, and impact).
2. Identify AI biases and privacy concerns.
3. Discuss broader implications and propose potential solutions.
4. Reflect on what you've learned and its relevance to AI ethics.
· Submission: Individual or group work (up to 4 members), structured report with proper citations.
Rubric for Grading (100 points total)
	Criteria
	Points
	Description

	Case Summary
	20
	Clear and concise summary including key details (title, date, issue, impact).

	Bias & Privacy Issues
	20
	Identifies AI biases, privacy concerns, and ethical dilemmas.

	Implications & Solutions
	20
	Thoughtful discussion on impact, trust, and potential solutions.

	Use of Additional Source
	15
	Relevant academic/industry source cited to support analysis.

	Reflection
	15
	Personal insights and connection to ethical principles.

	Clarity & Organization
	10
	Well-structured, properly cited, and free of plagiarism.



Sample Assignment 2 - Class Project - What Stories Do Data Tell?

Analyzing and Interpreting Real-World Information
Objective
To apply the concepts and techniques learned in the course to perform a thorough Exploratory Data Analysis (EDA), creating meaningful data visualizations using a real-world dataset in CSV format and to apply hypothesis testing techniques to determine if observed differences in data are statistically significant. This project can be done individually, in pairs, or groups of 3 or 4 students.
Background
Various industries rely on data-driven decisions to optimize their processes, products, or services. Often, companies want to know if changes they've implemented have led to improvements or if there are significant differences between two groups. Hypothesis testing, especially the t-test, plays a crucial role in such evaluations.
Dataset Selection
· Each group must select a dataset of their choice in CSV format. The dataset should be substantial, containing a minimum of 100 rows and at least 5 columns.
· The dataset can be related to a specific domain or area of interest (e.g., biology, healthcare, finance, sports, social sciences).
Dataset Options
1. Gapminder data - A collection of statistics about development, spanning several decades. Data includes life expectancy, GDP per capita, fertility rate, etc.
2. Wine Quality Dataset - Physicochemical tests and quality scores for red and white wine samples.
3. Biscayne Bay Water Quality - Ask me for the dataset or use the ones available in Canvas
4. Collect your own data
5. Or any dataset of your preference
Project Components
1. Data Acquisition:
· Each group should download and import the chosen dataset into their preferred data analysis environment (e.g., Google Colab).
2. Preliminary Data Analysis:
· Begin by providing a brief overview of the dataset, including the number of rows and columns, data types, and a description of each variable.
· Check for missing data and handle it appropriately (e.g., removal).
· Identify and address any data quality issues, such as outliers or inconsistencies.
3. Exploratory Data Analysis (EDA):
· Perform a comprehensive EDA, including summary statistics, distribution analysis, and correlation analysis.
· Identify interesting patterns, trends, or relationships within the data.
4. Data Visualization:
· Create a variety of data visualizations to effectively communicate insights and findings from the EDA.
· Include different types of plots (e.g., bar charts, scatter plots, histograms) to illustrate key points.
· Use visualization library Plotly.
5. Formulate Hypotheses:
· Based on your initial exploration, propose a research question you'd like to answer. For example, "Is there a significant difference in the mean GDP per capita between European and Asian countries in the year 2000?"
· State your null and alternative hypotheses clearly. For the above question:
· H0 : The mean GDP per capita is the same between European and Asian countries in the year 2000.
· Ha : The mean GDP per capita is different between European and Asian countries in the year 2000.
6. Conduct the t-test:
· Ensure the assumptions for the t-test are met (independence, normality, and homogeneity of variance).
· If using the two-sample t-test, ensure samples are independent.
· Perform the t-test and document the t-statistic, degrees of freedom, and p-value.
7. Interpret the Results:
· Based on the p-value and a significance level (e.g., 0.05), determine if you should reject the null hypothesis.
· Clearly explain the practical implications of your findings. For example, if there is a significant difference in wine quality scores between red and white wines, what might this imply for wine producers or consumers?
8. Report Generation:
· Write a detailed report in slides presentation format that includes:
· A brief introduction to the dataset and its context.
· A description of the data preprocessing steps.
· Summarized findings from the EDA, highlighting key insights.
· Interpretation of visualizations and what they reveal about the data.
· Any conclusions or recommendations drawn from the hypothesis testing. 
· A list of references for any external sources used.
9. Presentation:
· Each group should be ready to give a brief presentation (e.g., 10 minutes) summarizing their findings and key visualizations if time permits.
10. Submission:
· Each group should submit their report, including code (e.g., Google Colab), and presentation materials (if time permits) through Canvas in one single pdf document.

Rubric 
	Criteria
	Points
	Description

	Data Acquisition & Preprocessing
	15
	Clearly explains dataset selection, structure (rows, columns, data types), and preprocessing steps (handling missing data, outliers, inconsistencies).

	Exploratory Data Analysis (EDA)
	15
	Provides summary statistics, distribution analysis, and correlation analysis. Identifies interesting trends or patterns in the data.

	Data Visualization
	15
	Uses a variety of meaningful, well-labeled, and properly formatted visualizations (e.g., histograms, scatter plots, bar charts) created using Plotly.

	Hypothesis Formulation
	10
	Clearly states a research question with appropriate null and alternative hypotheses. Hypotheses are relevant to the dataset and research topic.

	Hypothesis Testing (t-test)
	15
	Conducts a proper t-test, checking assumptions (independence, normality, variance). Reports statistical values (t-statistic, degrees of freedom, p-value).

	Interpretation & Implications
	10
	Interprets results logically, discussing implications and real-world significance of findings. Explains what insights can be drawn from hypothesis testing.

	Report Quality & Organization
	10
	Report is well-structured, clear, and includes all required components (dataset introduction, preprocessing steps, EDA, visualization interpretations, conclusions).

	Presentation (if applicable)
	10
	Engaging, well-organized, and concise presentation of findings, key insights, and visualizations.

	Code & Submission Format
	10
	Code is properly documented, runs without errors, and is submitted in the correct format (single PDF including report, code, and presentation materials).


Total: 100 points
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