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CAP 3764
Advanced Data Science



Course Prerequisites

Course prerequisites, if any, are listed below. Prerequisite: CAP 2757 Corequisite: COP 3538

Course Description
Advanced exploration topics such as machine learning, neural networks, reinforcement learning, time series, NLP, big data management, ethical AI, and emerging tech trends in data analysis.  Prerequisite: CAP2757  Corequisite: COP3538

Textbook and Course Materials

DATA SCIENCE FROM SCRATCH (PB) Subtitle: FIRST PRINCIPLES WITH PYTHON
Required/Recommended: Recommended
Authors: JOEL GRUS Publisher: O'REILLY MEDIA Publication Date: 2019
Copyright Date: 2019
ISBN 10: 1492041130
ISBN 13: 9781492041139
Chapters/Pages: Whole book

PYTHON FOR DATA ANALYSIS
Subtitle: DATA WRANGLING WITH PANDAS, NUMPY, & JUPYTER
Required/Recommended: Recommended
Authors: WES MCKINNEY Publisher: O'REILLY MEDIA Publication Date: 2022

Copyright Date: 2022
ISBN 10: 109810403X
ISBN 13: 978-1098104030
Chapters/Pages: Whole book

Panther Book Pack

Get all required course materials for $20.50 per undergrad credit hour through Panther Book Pack. Youʼll be charged automatically unless you opt out within 3 days after the add/drop deadline.
For more details, to compare costs, and to learn how to access your course materials, visit the Panther Book Pack information page on FIU OneStop.

Course Goals
1. Apply advanced data wrangling and cleaning techniques using tools like Pandas to prepare diverse datasets for analysis and interpretation.
2. Design reproducible workflows by effectively managing environments (e.g., Conda) and project repositories using GitHub.
3. Build and evaluate predictive models using regression, classification, and tree-based models with appropriate metrics.
4. Apply unsupervised learning techniques, such as clustering and dimensionality reduction, to uncover patterns in the data.
5. Develop and train basic neural networks for supervised learning tasks using frameworks like Keras.
6. Conduct natural language processing tasks, including text preprocessing and sentiment analysis.
7. Perform time series forecasting using statistical and machine learning methods to model trends and seasonality.

8. Implement reinforcement learning algorithms such as Q-learning and DQN for dynamic decision-making problems.
9. Create interactive dashboards and deploy data applications using Streamlit and FastAPI.
10. Interpret and explain machine learning models using model-agnostic and model-specific interpretability tools (e.g., SHAP, LIME).
11. Manage and analyze large-scale datasets using big data tools such as Dask, Spark, and NoSQL systems.
12. Design and execute a whole data science project integrating multiple techniques learned, from raw data to deployable models or a product.
13. Effectively communicate findings and insights through written reports, visualizations, and presentations tailored to technical and non-technical audiences.
14. Collaborate in team settings using GitHub to manage code, track progress, and ensure reproducibility and transparency.

Student Learning Outcomes/Objectives

· Analyze a complex computing problem and apply principles of computing and other relevant disciplines to identify solutions.

· Design, implement, and evaluate a computing-based solution to meet a given set of computing requirements in the context of the program’s discipline.

· Communicate effectively in a variety of professional contexts.

· Recognize professional responsibilities and make informed judgments in computing practice based on legal and ethical principles.

· Function effectively as a member or leader of a team engaged in activities appropriate to the program’s discipline.

· Apply theory, techniques, and tools throughout the data science lifecycle and employ the resulting knowledge to satisfy stakeholders’ needs.
Schedule of Topics

	Outline

	Topics
	Number of Lecture Hours
(Total: 37.5
hours = 15
weeks * 1 lecture/week *
2.5 hours/lecture
	Outcomes

	1.  Introduction:
a. Course overview
b. Software setup
c. Lab 1: pandas + plotly + streamlit
	2.5
	1, 2, 9, 13

	2.  Reproducible Data Science:

a. Conda environments and kernels
b. Functions, modules, and packages
c. Version control
d. Lab 2: Reproducibility in data science
	2.5
	1, 2

	3.  Advanced Data Wrangling with Pandas:

a. Columns & rows
b. Grouping
c. Joining & Reshaping
d. Lab 3: Pandas deep dive
	2.5
	1, 2



	4.  Introduction to Machine Learning:

a. Linear & Logistic Regression
b. Lab 4: Feature engineering + handling imbalance + regularization + cross-validation + evaluation metrics
	2.5
	1, 2, 3

	5.  Tree-Based Models:

a. Decision Tree, Random Forest, XGBoost
b. Lab 5: Hyperparameter tuning (Bayesian, grid search) + AI explainability + learning curve + overfitting
	2.5
	1, 2, 3, 10

	6.  AutoML

a. Pycaret, H2O, MLFlow
b. Lab 6: Hyperparameter tuning + AI Explainability + model calibration + blending & stacking models
	2.5
	1, 2, 3, 10

	7.  Dimensionality Reduction & Clustering:

a. PCA, t-SNE, UMAP
b. K-means, DBSCAN, Hierarchical
c. Lab 7: Uncovering patterns.
	2.5
	1, 2, 4

	8.  Time Series Forecasting (TSF):

a. Traditional vs Machine Learning TSF
b. Prophet
c. Lab 8: Data leakage + seasonality + feature engineering + AI Explainability
	2.5
	1, 2, 7, 10

	9.  Emerging Trends in Data Science:

a. Responsible AI
b. AI-Augmented Data Science
c. Quantum Computing
d. Data-centric AI
	2.5
	13, 14



	e. Edge Computing
f. Agentic AI
	
	

	10. Neural Networks (NN):

a. MLP, CNN, RNN
b. Lab 9: Keras classifier
	2.5
	1, 2, 5

	11.  Natural Language Processing (NLP):

a. Classical vs Modern NLP
b. Lab 10: Sentiment analysis with TF-IDF & embeddings
	2.5
	1, 2, 6

	12.  Machine Learning Engineering:

a. Streamlit & FastAPI
b. Lab 11: Deploying a machine learning model into production
	2.5
	1, 2, 9, 13

	13.  GenAI application:

a. LLM, RAG, Vector Database, prompt engineering, AI agents
b. Lab 12: Build a GenAI application
	2.5
	1, 2, 6, 9,
13

	14.  Reinforcement Learning:

a. Q-learning, Deep Q-Networks
b. Lab 13: FrozenLake application
	1.25
	1, 2, 8

	15.  Big Data Management:

a. Hadoop, Spark, Dask
b. NoSQL (MongoDB, Cassandra)
c. Real-time data streaming (Kafka)
d. Lab 14: Pandas vs Dask vs Spark
	1.25
	1, 2, 11

	16. Advanced Project-based Learning:
	2.5
	1, 2, 3, 4,
7, 9, 10,



	a. Data collection, cleaning & preprocessing, EDA, modeling & evaluation, reporting, and deployment
b. Reproducibility (best practices)
	
	12, 13, 14



Expectations of the Course
Each student is responsible for reviewing the course syllabus and for being aware of submission deadlines, performance evaluations, and any other details outlined therein. All assignments will be posted on the Canvas course site.
Artificial Intelligence (AI) resources are widely available to generate text, images, and other media. I encourage you to use AI to inform yourself about the field, understand the contributions AI can make, and support your learning. However, keep the following three principles in mind:

1. AI cannot pass this course.
2. AI contributions must be attributed and true.
3. The use of AI tools should be open and documented.

Attendance:
Consistent attendance is one of the strongest predictors of success in this course, as many of the concepts we cover build on one another and are reinforced through in-class discussions, activities, and group work. We will have 15 in-person meetings in Spring 2026. Students will receive 1 point per attendance, up to a maximum of 15 points in the final grade.
Individual assignments:

· There will be 12 quizzes. The two with the lowest scores will be dropped. They will be published for one week and will be open-book, with only one attempt allowed and no time limit.
· Three discussions throughout the term and two surveys, at the beginning and end of the term, each published for 1 week.

Team assignments:

· Each team will have an emerging trends presentation. I will provide the topics, but students are welcome to bring their own proposals.
· Each team will work on a project throughout the term, which will have three submissions:
1. Video recording presenting topic, problem, dataset, data wrangling, & EDA.
2. Report including your modeling results and recommendations/conclusions.
3. Final presentation in class, which will include the web app implementation.

GitHub and Jupyter notebooks will also play a prominent role in the Final Project and will be evaluated at each concurrent submission using the rubrics provided for each submission (e.g., see the 3rd submission rubric below).
Please note that deadlines will be strictly enforced, and any assignment submitted after the deadline will be considered late. It is also each student’s responsibility to submit correct files and ensure the submission is successful before the deadline. If you are unable to submit your assignment through Canvas, send me an email with a copy of your assignment before the stated deadline.
Further details will be provided for all the assignments.

Software requirements: JupyterLab, Anaconda, GitHub, Windows OS.
Programming language: Python.


*This schedule is subject to change, with timely notice provided.

Assignments & Assessments

	Assignment
	Points
Each
	Total
Points
	% Final
Grade
	Deadline

	Attendance (15)
	1
	15
	15%
	Weekly in-person
session

	Quizzes (12 – drop 2)
	1
	10
	10%
	1 week published



	Discussions (3)
	1
	3
	3%
	1 week published

	Surveys (2)
	1
	2
	2%
	1 week published

	Emerging Trends
Presentation
	10
	10
	10%
	March 12th

	Final Project- 1st submission
	15
	15
	15%
	February 15th

	Final Project- 2nd submission
	15
	15
	15%
	March 29th

	Final Project- 3rd submission
	30
	30
	30%
	April 23rd






Final Project 3rd Submission Rubric

	Dimension
	Exceeds Expectations (4)
	Meets Expectations
(3)
	Approaching Expectations
(2)
	Below Expectations
(1)

	






1. Problem Definition & Analytical Framing
	1-Clearly articulates a complex, real-world data problem with technical and contextual depth. 2-Integrates computing theory, statistics, and domain-specific knowledge effectively.
3-Identifies assumptions, constraints, and potential biases that influence the problem.
	1- Defines a problem that is relevant and technically appropriate for a data science solution.
2- Uses computing and domain concepts to guide the initial framing.
3- Shows awareness of limitations or assumptions, though not always deeply explored.
	
1- The problem is loosely defined and lacks clarity or technical rigor. 2-Some domain or computing concepts are mentioned but not clearly connected to the problem.
3-Constraints and assumptions are not explicitly considered.
	1- Problem is unclear, trivial, or disconnected from computin and domain relevance.
2- No
integration of theoretical or domain perspectives i evident.
3- No
consideration of assumption or framing challenges.

	2. Design,
Execution & Evaluation
	1-Designs a
scalable, modular solution using advanced tools, architectures, or
	1-Develops a
working solution with appropriate technical choices and
	1-The solution
is implemented but lacks robustness and optimization.
	1-
Implementatio is incomplete, incorrect, or fragmented.



	
	modeling pipelines.
2-The code is well-documented,
version-controlled, and reproducible, with clear logic and structure.
3-Evaluation strategy includes multiple metrics, interpretable results, and aligns with project goals.
	clean implementation. 2-Code is generally readable, functional, and utilizes standard tools and libraries.
3-Evaluation is adequate, using commonly accepted performance measures.
	2-Code quality may be inconsistent or poorly structured.
3-Evaluation uses minimal or inappropriate metrics and lacks depth.
	2-Code is difficult to understand or lacks documentation 3-No
meaningful evaluation is conducted, or the method used is invalid

	






3. Team Contribution & Technical Collaboration
	1- Plays a leadership or pivotal support role within the team and consistently drives progress.
2- Uses collaboration tools (e.g., GitHub, task boards) effectively and shares updates frequently.
3- Promotes strong group dynamics through initiative, respect, and peer mentorship.
	1- Contributes steadily to the team effort and delivers on assigned responsibilities. 2-
Communicates with teammates and utilizes collaboration tools on time.
3-Participates constructively in team meetings and code reviews.
	1- Shows inconsistent participation or uneven contributions throughout the project.
2- May delay group progress or rely heavily on others.
3- Uses collaboration tools inconsistently or without clear ownership.
	1- Rarely engages with the team and contributes minimally to deliverables. 2-May miss deadlines, avoid
responsibilities or disrupt team cohesion.
3-Fails to use standard collaboration tools or communicate effectively.

	4. Lifecycle
Mastery & Stakeholder Communication
	1- Executes all
major phases of the data science lifecycle (from data acquisition to communication) with professional rigor.
2- Uses advanced tools and techniques (e.g., ML pipelines,
	1- Completes
key lifecycle stages, including data cleaning, modeling, and result reporting. 2-Uses appropriate tools, such as Jupyter, Pandas, and
	1- Lifecycle is
partially completed or poorly organized, with missing or underdeveloped stages.
2- Tool usage is basic or inefficient, with
	1- Lifecycle
phases are skipped, rushed, or performed incorrectly.
2- Tool usage i flawed or inappropriate for the task.
3- ​
Communicatio



	
	cloud platforms, visual dashboards) efficiently.
3-Communicates insights clearly through storytelling, stakeholder-aligned visuals, and actionable recommendations.
	scikit-learn, effectively. 3-
Communicates findings using relevant plots, summaries, and technical explanations.
	some incorrect applications.
3-
Communication is either overly technical or fails to engage non-technical stakeholders.
	is unclear, confusing, or misaligned wit stakeholder expectations.



Grading

	A
	A-
	B+
	B
	B-
	C+
	C
	D
	F

	93 or
above
	90 -
92.9
	86 -
89.9
	82 -
85.9
	78 -
81.9
	74 -
77.9
	70 -
73.9
	60 -
69.9
	less
than 60



Official Catalog Course Description
This course aligns with the state-mandated course description and student learning outcomes specified below.
Advanced exploration topics such as machine learning, neural networks, reinforecement learning, time series, NLP, big data management, ethical AI, and emerging tech trends in data analysis.

Policies & Resources
Before starting this course, please review the Policies & Resources Page in Canvas which includes comprehensive information on various University and Course Level Policies such as:

· University Policies
· Accessibility and Accommodations
· Online Etiquette

· Technical Requirements and Skills
· Computer & Digital Literacy Skills
· Course Technology Accessibility Statements and Privacy Policies
· Academic Integrity
· Copyright Statement
· Core Principles of This Course
· Nondiscrimination Statement
· Panthers Care & Counseling and Psychological Services (CAPS)
· Fair Use Policy

Nondiscrimination Statement
The Office of Civil Rights Compliance and Accessibility (CRCA) is responsible for ensuring that FIU maintains a workplace and learning environment free from discrimination, where current and prospective faculty, staff, and students are treated equitably. If any student, employee, or applicant has a sincere and reasonable belief that they have been discriminated against or harassed based on age, color, disability, marital status, ethnic or national origin, race, religion, retaliation, sex, or any other protected category, they can report their concerns to the CRCA team through report.fiu.edu.

Course Outcomes
1. Analyze the architecture and inner working of deep neural networks and unsupervised learning techniques to cluster and reduce the dimensionality of datasets.
2. Evaluate reinforcement learning models in various scenarios.

3. Differentiate between various time series forecasting models and interpret seasonality patterns in time series data.
4. Analyze sentiment and topics from large textual datasets.

5. Classify different types of NoSQL databases and their use cases.

6. Design interactive visualizations using advanced libraries.

7. Apply geospatial visualization techniques to display location-based data.

8. Evaluate machine learning models for fairness and potential biases.

9. Synthesize the implications of ethical AI on societal structures.

10. Analyze complex optimization problems and select appropriate techniques.

11. Present findings and insights derived from large-scale projects in a coherent manner.

12. Appraise the potential of AR and VR in data visualization and analysis.
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